
Entropy and Ergodic Theory
Lecture 3: The meaning of entropy in information

theory

1 The intuitive meaning of entropy

Modern information theory was born in Shannon’s 1948 paper “A Mathematical
Theory of Communication” [Sha48]. The mathematical expression for entropy is
older, originating in statistical physics. But it was Shannon’s work that instigated
the study of its purely mathematical properties, and uncovered the importance of
the type-multiplicity and related problems.

For simplicity, let us consider an experiment with M equally likely outcomes.
We can let X be a random variable which simply labels the outcome that occurs.
We can interpret log2M as the ‘amount of information’ that we gain upon finding
out which outcome occurs. A nice way to see this is to think of a version of
the game Twenty Questions. Suppose for simplicity that M = 2m, m ∈ N.
Our friend observes the outcome of the experiment, and wishes to convey that
knowledge to us. However, they may do so only by answering Yes/No questions.
Then a measure of the ‘amount of information’ they must convey is provided by
the number of rounds of the game needed to complete this task, assuming we play
as efficiently as possible.

Importantly, we know the list of all possible outcomes in advance, and can
design our questions based on that knowledge. It turns out that the best one can
do is the following: at each round of the game, bisect the set of all outcomes
that have not yet been eliminated, and ask on which side of that bisection the
true outcome lies. Doing this, we can halve the number of remaining candidate
outcomes at each round, and so obtain complete knowledge in n rounds.

See [Rén87] for a longer account of this intuition about the ‘amount of infor-
mation’ (he discusses the game by its Hungarian name barkochba). The idea of
quantifying ‘information’ this way goes back to Hartley [Har28], whose work was
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an important inspiration for Shannon’s view of information theory. Shannon’s first
advance was to generalize this idea to an arbitrary event U in an arbitrary proabil-
ity space (Ω,F ,P), declaring that the ‘information gained’ upon finding out that
the event U occurs should be measured by − log2 U . This agrees with the above
in case U is a singleton among M equally likely outcomes.

Now consider a discrete RV X . For each a ∈ A, let us write Info(a) =
− log2 P{X = a} for the information conveyed if we are told that X takes the
value a. Now the entropy of X is

−
∑
a

P{X = a} log2 P{X = a} = E
[
Info(X)

]
.

So H(X) is the expected amount of information received when we find out what
value X takes. Another popular way of phrasing this is that H(X) is the ‘uncer-
tainty’ in X before we find out its value, with the understanding that

information gained = uncertainty removed.

Of course, none of this is really mathematics, but it is an extremely powerful
intuition, and often leads us to correct mathematics.

2 The first coding theorems

One of the basic objects of information theory is a ‘source’. A source produces
information of some kind. Its output cannot be predicted in advance, and must be
processed for various tasks once it is received.

The simplest model of a source is just a discrete RV, but this is too little struc-
ture to say anything useful about how the resulting output should be processed.
However, in practice, the outputs from a source often take the form of very long
strings over some alphabet. They may be produced letter-by-letter as time passes,
or they may be stored statically in that form. To model this situation we consider
a sequence of RVs taking values in the alphabet.

The simplest case is that of independent RVs. A memoryless source is a se-
quence of i.i.d. discrete RVs taking values in a finite set A: ‘memoryless’ refers
to their independence. We sometimes denote a source by [A, p], choosing to in-
dicate the alphabet and the common distribution of the RVs, rather than the RVs
themselves.

Now let [A, p] be a memoryless source producing RVs X1, X2, . . . . One of the
most basic tasks of the theory is to convert a string obtained from the Xis into an
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element of a new set. For instance, the output after conversion could be a stream
of bits which is now in a suitable form for transmission or storage. This task is
called encoding.

There are many different kinds of encoding. In this lecture we consider two
of the simplest: fixed-length block coding (often called just block coding) and
prefix coding (also called instantaneous coding).

3 Block coding

Consider a sequence of RVs X1, X2, . . . produced by a memoryless source [A, p].
We can think of this as a very long finite sequence of RVs, say N in number, or
consider the idealization N =∞.

In block coding, we pick an integer n, perhaps quite large but very much
smaller than N , and seek to encode the output of the source by dividing it into
blocks of length n and mapping each block to an element of some other finite set.

Formally, a block code for length-n strings from an alphabet A consists of:

• a finite set C called the set of codewords;

• a function f : An −→ C called the encoder, and

• a function g : C −→ An called the decoder.

Very often, C is a subset of a set of strings over another alphabet, say B:
C ⊆ Bn. (Sometimes one has instead C ⊆ Bm for some m 6= n, but let us leave
this complication aside.)

The rate of the block code is 1
n

log |C |. One can choose different bases for
the logarithm here, and can think of this as a kind of choice of ‘units’. The most
popular choice is log = log2, in which case the rate is measured in bits. If log is
the natural logarithm, then the units are nats, and if log = log10, then the units are
decimal digits. For instance, in the example C = {0, 1}n, one can say that the
rate of the code is one bit per letter; more generally, if C = {0, 1}m then the rate
is m/n bits.

Now suppose that P is a probability distribution on An and that (C , f, g) is a
block code as above. The probability of error of the block code according to P
is

P
{
a ∈ An : g(f(a)) 6= a

}
.
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Given some information about the distribution P on the sourcewords, our task
is to determine whether a block code exists with small probability of error, and
find such a code if it does exist. For the memoryless case we have P = p×n.

Intuitively, a small probability of error cannot be achieved unless the rate is
sufficiently large. To achieve the optimal rate, it can be important to work with a
large value of n. This allows us to ‘combine’ and ‘divide’ the information in the
message string in other ways than letter-by-letter.

Assume now that the source is memoryless: P = p×n. In this case it turns out
that, by letting n −→∞, we can make the probability of error as small as we wish
if and only if the rate is sufficiently high in terms of H(p). This is the content of
the next theorem. This theorem is said to give Shannon’s entropy an operational
meaning. It is one of a family of results called noiseless coding theorems. (We
meet noisy versions later in the course.)

Theorem 3.1. Let ε > 0, and let Cn be sets satisfying |Cn| ≥ e(H(p)+ε)n for all n.
Then there are block codes (Cn, fn, gn) with probability of error tending to zero
according to p×n.

On the other hand, let Cn be sets satisfying |Cn| ≤ e(H(p)−ε)n for all n. Then
any sequence of block codes (Cn, fn, gn) has probability of error tending to one
according to p×n.

The first and second parts of this theorem are called the ‘existence’ and ‘con-
verse’ parts of the theorem, respectively.

Proof. Existence. By the AEP, for any ε > 0, there are subsets Uε,n ⊆ An

with p×n(Uε,n) > 1 − ε and |Uε,n| = eH(p)n+o(n). A simple diagonal argument
(exercise!) turns these into a single sequence Un ⊆ An such that p×n(Un) −→ 1
and |Un| = eH(p)n+o(n). For instance, we could take Un = Tn,δn(p) for some δns
tending to zero sufficiently slowly.

If |Cn| ≥ e(H(p)+ε)n, it follows that for all sufficiently large n there exists a
map fn : An −→ Cn such that fn|Un is an injection. Now let gn : Cn −→ Un be
a map which restricts to the inverse of fn|Un on the set fn(Un).

Converse. Suppose that the sequence (Cn, fn, gn) and real value a > 0 sat-
isfy

p×n
{
a ∈ An : gn(fn(a)) = a

}
> a for infinitely many n.

LetUn := gn(Cn). Then |Un| ≤ |Cn|, and the assumption above gives in particular
that p×n(Un) > a for infinitely many n. Therefore

cov1−a(p
×n) ≤ |Cn|
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for an infinite sequence of values of n, say n1 < n2 < . . . . By our previous
corollary of the AEP, this is possible only if log |Cni

| ≥ H(p)ni − o(ni) as i −→
∞.

The idea behind this theorem may be written this way:

• encode the typical strings (for p) carefully;

• encode the atypical strings arbitrarily.

This idea reappears repeatedly in information theory.

4 Prefix codes

Now let Σ be a nonempty finite set, say of cardinality d. The set of all finite strings
in Σ is

⋃
n≥1 Σn. We denote it by Σ∗. Some authors include Σ0, to be thought of

as a singleton containing ‘the empty string’, but we do not.
Any σ ∈ Σ∗ lies in Σn for a unique n, the length of the string σ. We denote

this n by `(σ). Given σ = (σ1, . . . , σ`) ∈ Σ∗ and n ≥ 1, we define

σ|n :=

{
σ if n ≥ `
(σ1, . . . , σn) if n < `

That is, if n < `(σ), then σ|n is the n-string consisting of the first n entries in σ.
If σ ∈ Σ∗, then any string of the form σ|n for some n is called a prefix of σ.

In prefix coding, we receive the individual random lettersX1,X2, . . . produced
by a source, convert each of them into a finite word over the new alphabet Σ, and
then concatenate those words to form an output string. The output words can have
different lengths, and there is no division of the input sequence into blocks. We
need a way of doing this so that, as long as we keep track of the total time elapsed,
the output string can be unambiguously divided into those individual words, and
the corresponding values of the Xis deduced from them.

Formally, a prefix code from an alphabet A to Σ is a map f : A −→ Σ∗ with
the property that

if a, a′ ∈ A are distinct, then neither of f(a), f(a′) is a prefix of the
other.
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This is the condition which ensures that we can correctly divide the ouput string
into the individual output words in the procedure described above. (Why? Exer-
cise!)

Let f : A −→ Σ∗ be a map, and let us abbreviate `(f(a)) =: `(a) for simplic-
ity. This is the length function of f . The next theorem gives a simple description
of all possible length functions of prefix codes.

Theorem 4.1 (Kraft’s inequality). Fix a function ` : A −→ N. There exists a
prefix code f : A −→ Σ∗ with length function ` if and only if∑

a∈A

d−`(a) ≤ 1 (1)

(recall that d := |Σ|).

Proof. (=⇒) Let n := maxa `(a). Suppose that f exists, and consider the cylin-
der sets

Ca := {σ ∈ Σn : σ|`(a) = f(a)}.
Now let a, a′ ∈ A be distinct, suppose without loss of generality that `(a) ≤ `(a′),
and let σ ∈ Ca ∩ Ca′ . Then

f(a) = σ|`(a) = (σ|`(a′))|`(a) = f(a′)|`(a),

so we must have a = a′, since f is a prefix code. That is, the sets Ca, a ∈ A, are
disjoint.

Let P be the uniform distribution on Σn. Then

P (Ca) =
1

d
× · · · × 1

d︸ ︷︷ ︸
`(a)

× 1× · · · × 1︸ ︷︷ ︸
n−`(a)

= d−`(a).

Since the sets Ca are disjoint, these probability values must sum to at most 1.

(⇐=) We prove this direction by induction on the ‘size of the problem’.
There are various ways to measure this ‘size’. A natural and convenient choice is
quantity ∑

a

`(a).

If |A| = 1, so A is a singleton {a}, then simply let f(a) be any string of length
`(a). So now suppose that |A| ≥ 2, that ` satisfies (1), and that the conclusion is
known whenever the size is strictly smaller than

∑
`.
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Let m := maxa `(a), and let

A1 := {a ∈ A : `(a) = m}.

Let |A1| = td + s where t ≥ 0 and s ∈ {1, 2, . . . , d}. Let us write the left-hand
side of (1) as ∑

a∈A\A1

d−`(a) + (td+ s)d−m. (2)

Since s ≥ 1, the difference

1−
∑

a∈A\A1

d−`(a) − td−(m−1)

is strictly positive. But this difference is a multiple of d−(m−1), so in fact we must
have ∑

a∈A\A1

d−`(a) + td−(m−1) + d−(m−1) ≤ 1. (3)

We complete the proof by considering two cases separately.

Case 1: s = 1 (and t arbitrary). Pick a1 ∈ A1, and define a new function `′

by
`′(a1) = m− 1 and `′(a) = `(a) ∀a ∈ A \ {a}1.

By (3), this still satisfies (1), and we have
∑
`′ <

∑
`. So our inductive hypoth-

esis gives a prefix code f ′ with length function `′. Pick σ ∈ Σ arbitrarily, and
define f by

f(a) := f ′(a) ∀a ∈ A \ {a1} and f(a1) := f ′(a1)σ.

This f is now a prefix code with length function `, so the induction continues.

Case 2. On the other hand, suppose that s ∈ {2, 3, . . . , d}, letA2 = {a1, . . . , as}
be a subset of A1 of size s. Now define a new alphabet B to be (A \A2)∪ {b} for
some new symbol b 6∈ A, and define ˜̀ : B −→ N by

˜̀(b) = m− 1 and ˜̀(a) = `(a) ∀a ∈ A \ A2.

By (3), ˜̀still satisfies (1), and we have
∑ ˜̀< ∑ ` (because several terms equal

to m have been replaced by a single term equal to m− 1).
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Let f̃ : B −→ Σ∗ be a prefix code with length function ˜̀, as given by the
inductive hypothesis. Finally, let σ1, . . . , σs be s distinct elements of Σ. Define
f : A −→ Σ∗ by

f(a) := f̃(a) ∀a ∈ A \ A2 and f(ai) := f̃(b)σi for i = 1, 2, . . . , s.

As in Case 1, this continues the induction.

Given a source [A, p], the basic optimization problem in prefix coding is to
minimize the expected length of a prefix code f :

〈`〉p :=
∑
a∈A

pa`(a).

If one applies f to each letter produced by a memoryless source, then 〈`〉p mea-
sures the likely length of the output string relative to the input string in the long
run. This a simple consequence of the law of large numbers.

Proposition 4.2. Any prefix code f satisfies

〈`〉p ≥
H(p)

log |Σ|
.

Proof. Inserting the definitions of expected length and Shannon entropy, and ap-
plying the properties of log, we have

log |Σ| · 〈`〉p − H(p) =
∑
a

pa
[

log |Σ| · `(a) + log pa
]

=
∑
a

pa log(pa|Σ|`(a))

=
∑
a

pa

(
− log

|Σ|−`(a)

pa

)
.

The function− log is convex, and the last expression is an average of values taken
by this function. Therefore, by Jensen’s inequality, this average is at least

− log
(∑

a

pa
|Σ|−`(a)

pa

)
= − log

(∑
a

|Σ|−`(a)
)
.

By Kraft’s inequality, this is at least − log 1 = 0.
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Theorem 4.3. There is a prefix code f for which

〈`〉p ≤
H(p)

d
+ 1.

Proof. By Theorem 4.1, we just need to find a function ` which satisfies both the
desired bound on 〈`〉p and also (1). To do this, simply let

`(a) :=
⌈− log pa

log d

⌉
for each a ∈ A.

On the one hand, ∑
a

d−`(a) ≤
∑
a

d− log pa/ log d =
∑
a

pa = 1,

so (1) is satisfied. On the other, we have

`(a) ≤ − log pa
log d

+ 1 for each a,

and so

〈`〉p =
∑
a

pa`(a) ≤
∑
a

(−pa log pa
log d

+ pa

)
=

H(p)

log d
+ 1.

5 Notes and remarks

Basic sources for this lecture: [CT06, Section 3.2 and Chapter 5], [Sha48], [Wel88,
Chapter 2 and Section 5.6]

Further reading:

• The basic source coding problem has several variants. After the work of
this lecture, perhaps the next in line is ‘universal’ source coding: see [CT06,
Section 11.3 and Chapter 13].

• We shall meet some other basic problems of information theory later in the
course, and provide a larger list of references to the subject then. Blahut [Bla87]
gives a nice account of how source coding fits into the more general story.
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