
Entropy and Ergodic Theory
Notes 21: The entropy rate of a stationary process

1 Sources with memory

In information theory, a stationary stochastic processes pξnqnPZ taking values in
some finite alphabet A is called a source. This generalizes our previous definition
of a memoryless source, which assumes that the ξn are independent with some
common distribution p.

If µ P ProbpAZq is the joint distribution of pξnqn and S is the left shift on AZ,
then we sometimes refer to the MPS pAZ, µ, Sq itself as the source, and denote
it more succinctly by rAZ, µs. If µ is not a product measure then we say this is a
source with memory.

In studying stationary sources, the interests of ergodic theorists and informa-
tion theorists have much in common, but do not exactly coincide. In a nutshell,
the difference is as follows. Ergodic theorists want a theory of systems pX,µ, T q
that assumes no particular structure on the underlying probability space, except
that it be standard. So, while it can be useful to think about the special class of
shift systems, ergodic theory prioritizes properties of them that are invariant under
isomorphism. On the other hand, many of the main objects of information the-
ory, such as capacity-cost or rate-distortion functions, are much too delicate to be
invariant under isomorphisms of sources. Moreover, information theorists often
obtain better results by making some reasonable assumptions about the sources
they allow, and those assumptions are also often not isomorphism-invariant.

A large branch of information theory concerns the extension of the basic cod-
ing theorems from memoryless sources to those with memory. The ergodic theo-
rem provides the first key tool by generalizing the LLN. The next steps are to find
a notion of entropy for a source and to prove a version of the AEP. Those are the
work of this lecture. With those tools in hand, one can turn to extensions of the
channel coding and rate-distortion theorems. We go a little way in that direction in
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later lectures, but our greater interest is in how the notion of entropy rate answers
some non-trivial questions within ergodic theory itself.

Almost all of the story below generalizes to continuous-time flows, but some
of the extra technicalities are substantial.

2 Entropy rate of a source

2.1 Definition

We are ready to define one of the most important features of a source. The defini-
tion requires the following idea from classical analysis.

Definition 1. A sequence of real numbers panqně1 is subadditive if

an`m ď an ` am for all n,m ě 1.

Lemma 2 (Fekete’s lemma). If panqn is subadditive and bounded below, then
an{n has a limit as n ÝÑ 8, and the limit is the same value as infnpan{nq.

Now let rAZ, µs be a source, and for each n let µn P ProbpAnq be the distri-
bution of any n consecutive coordinates under µ.

Lemma 3. The numbers Hpµnq form a subadditive sequence, and so the limit

hpµq :“ lim
nÝÑ8

1

n
Hpµnq (1)

exists.

Proof. This follows from the subadditivity of Shannon entropy and stationarity of
the source: if pξnqn have joint distribution µ, then

Hpµn`mq “ Hpξ1, . . . , ξn`mq ď Hpξ1, . . . , ξnq ` Hpξn`m, . . . , ξn`mq

“ Hpµnq ` Hpµmq.

Definition 4. The quantity hpµq is the entropy rate of the source µ.
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The definition in (1) comes with the following intuition. Imagine that we
receive one letter in A per unit time, and that the letters ξn have joint distribution
µ. Then the ‘uncertainty’ in the nth letter by itself is quantified by the Shannon
entropy Hpξnq “ Hpµ1q. However, if we observe the source over several units of
time, the total uncertainty generally does grows more slowly than this: once we
know some of the RVs ξn, the dependence among them reduces the conditional
‘uncertainty’ in the others. The entropy rate hpµq is the long-run ‘uncertainty per
unit time’ that remains in spite of this dependence.

Of course, in case the RVs are independent, this quantity just reduces to the
entropy of a single RV. Indeed, if µ “ pˆZ for some finite rA, ps, then Hpµnq “
Hppˆnq “ n ¨ Hppq for every n, and hpµq “ Hppq. At the other extreme, there are
many nontrivial processes whose entropy rate is zero. We meet some examples
like this a little later.

2.2 Another formula for the entropy rate

An alternative formula for the entropy rate is often useful. It begins with the chain
rule.

Let rAZ, µs and pξnqn be as above. For each n, the chain rule gives

1

n
Hpµnq “

1

n
Hpξ1, . . . , ξnq “

Hpξ1q ` Hpξ2 | ξ1q ` ¨ ¨ ¨ ` Hpξn | ξ1, . . . , ξn´1q

n
.

Since, for each i, pξ1, . . . , ξiq have the same joint distribution as pξ´pi´1q, ξ´pi´2q, . . . , ξ0q,
we may re-write this average as

Hpξ0q ` Hpξ0 | ξ´1q ` ¨ ¨ ¨ ` Hpξ0 | ξ´1, ξ´2, . . . , ξ´pn´1qq

n
. (2)

Shannon entropy is non-negative and cannot increase under extra condition, so the
last term in the average above,

Hpξ0 | ξ´1, ξ´2, . . . , ξ´pn´1qq,

is non-negative and non-increasing as a function of n. It therefore tends to a limit
as n ÝÑ 8, and the running average (2) tends to the same limit. It is natural to
define

lim
nÝÑ8

Hpξ0 | ξ´1, . . . , ξ´nq “: Hpξ0 | pξnqnă0q,

and this is now another formula for the entropy rate hpµq.
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This limiting conditional entropy also has a simple formula in terms of con-
ditional distributions. For each n, let Fn be the σ-algebra generated by the RVs
pξ´1, . . . , ξ´nq, and let F be the past σ-algebra:

F :“
ł

ně1

Fn “ σ-algebra generated by pξnqnă0.

For each n, the conditional probabilities

µpξ0 “ a |Fnq, a P A,

combine to form a conditional distribution for ξ0 given Fn. For each a P A, these
functions form a martingale as n ÝÑ 8, and it converges in }¨}1 to the conditional
probability µpξ0 “ a |F q. These now form a conditional distribution for ξ0 given
the whole past F .

In view of this convergence, and going back to the formula for Shannon en-
tropy, we now obtain

Hpξ0 | ξ´1, . . . , ξ´nq “ Hpξ0 |Fnq

“ E
”

´
ÿ

aPA

µpξ0 “ a |Fnq log µpξ0 “ a |Fnq

ı

ÝÑ E
”

´
ÿ

aPA

µpξ0 “ a |F q log µpξ0 “ a |F q
ı

(3)

by the dominated convergence theorem, whereE denotes expectation on the prob-
ability space underlying pξnqn.

We mostly use this formula when pξnqn is the canonical process with joint
distribution µ: the is, the sequence of single-coordinate projections on the prob-
ability space pAZ, µq. Let us combine the results of this subsection into a single
proposition in that case.

Proposition 5. If rAZ, µs is a source and pξnqn the canonical process, then

hpµq “ Hpξ0 | pξnqnă0q “

ż

”

´
ÿ

aPA

µpξ0 “ a |F q log µpξ0 “ a |F q
ı

dµ.

Remark. In general, given any probability space pΩ,F , P q, σ-subalgebra G of
F , and finite-valued RV ξ : Ω ÝÑ A, we can define the conditional entropy of
ξ given G to be

Hpξ |G q “ E
”

´
ÿ

aPA

P pξ “ a |G q logP pξ “ a |G q
ı

,
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where E is the expectation associated to P . Our formula above for entropy con-
ditioned on the past is the main example we need in this course.

Example. Let pξnqn be a stationary A-valued Markov process with equilibrium
distribution π P ProbpAq and transition kernel θ. Using the Markov property, we
obtain

Hpξ0 | ξ´1, . . . , ξ´nq “ Hpξ0 | ξ´1q “
ÿ

aPA

πpaqHpθp ¨ | aqq

for each n ě 1. Therefore the limiting value hpµq is also equal to this finitary
conditional entropy.

Example. Let α P T be irrational, and consider the circle rotation Rα on pT,mq,
where m is Lebesgue measure. Let I Ď T be any nontrivial closed arc, meaning
that its length is not 0 or 1. Let ξ0 :“ 1I : T ÝÑ t0, 1u, and let ξn :“ ξ0 ˝Rnα for
each n. Now pξnqn is a stationary t0, 1u-valued process.

Since α is irrational, the set of integer multiples nα with n ă 0 is dense in T.
This has the following consequence. Let J be any other closed arc of T which is
shorter than I . Consider all of the translates I ´ nα such that n P Z, n ă 0 and
I ´ nα Ě J . Then the intersection of all these translates of I equals J .

It follows that the σ-subalgebra of BT generated by pξnqnă0 contains every
closed arc, and hence equals the whole Borel σ-algebra of T. The same follows at
once for the σ-algebra generated by the whole process pξnqn. Therefore:

• the map ξ “ pξnqn : T ÝÑ t0, 1u is an isomorphism of MPSs from
pT,m,Rαq to pt0, 1uZ, ξ˚m, shiftq, and

• the RV ξ0 is measurable with respect to the past of this process, and so its
entropy rate hpξ˚mq is zero.

The previous example is a nontrivial process, but its entropy is zero. There
are many other examples with this property. A process with zero entropy is called
deterministic because zero entropy is equivalent to

Hpξ0 | pastq “ 0,

which in turns holds if and only if each of the events tξ0 “ au lies in the past
modulo µ — that is, if and only if the past almost surely determines the present.
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3 The Shannon–McMillan theorem

The next result generalizes the AEP to arbitrary ergodic sources. It is the key to
most nontrivial applications of entropy rate.

Theorem 6 (Shannon–McMillan). Let rAZ, µs be ergodic. Then for any ε ą 0 we
have

µn
 

x P An : e´hpµqn´εn ă µnpxq ă e´hpµqn`εn
(

ÝÑ 1 (4)

as n ÝÑ 8.

There is a more complicated extension to non-ergodic sources, but we leave
that aside.

The proof of Theorem 6 starts with a closer look at the convergence in (3). Let
ξ “ pξnqn be the canonical A-valued process on AZ, so µn is the joint distribution
of pξk`1, . . . , ξk`nq for any k P Z, and let S be the left shift on AZ. Given x P AZ

and n ě m, let

rxsnm “ ty P A
Z : yi “ xi @i “ m,m` 1, . . . , nu.

This is the cylinder defined by the coordinates xm, xm`1, . . . , xn. Note that it
does not depend on any other coordinates of x. Using cylinders, we can write
µnpxq “ µprxsn1 q whenever x P AZ and x “ px1, . . . , xnq.

For each integer m ě 0, let

pmpxq :“ µprxs00 | rxs
´1
´mq “

ÿ

aPA

1tξ0“au ¨ µpξ0 “ a |Fmqpxq,

and similarly let ppxq be a version of

ppxq :“ µ
`

rxs00
ˇ

ˇ pξnqnă0 “ pxnqnă0
˘

“
ÿ

aPA

1tξ0“au ¨ µpξ0 “ a |F qpxq

(so both of these are well-defined up to agreement µ-a.e.). By martingale conver-
gence, we have µpξ0 “ a |Fmq ÝÑ µpξ0 “ a |F q pointwise for each A P A, and
hence also

pmpxq ÝÑ ppxq for µ-a.e. x. (5)

Let
gm :“ ´ log pm and g :“ ´ log p,

with the convention that ´ log 0 “ `8. Observe that the events tgm “ `8u “
tpm “ 0u and tg “ `8u “ tp “ 0u are negligible according to µ.
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Lemma 7. Every gm and also g lie in L1pµq, and }gm ´ g}1 ÝÑ 0 as m ÝÑ 8.

Proof. The functions pm and p takes values in r0, 1s, and ´ log is non-negative on
this interval, so gm, g ě 0. Also,

ż

gm dµ “

ż

Eµpgm |Fmq dµ “ Hpξ0 | ξ´1, . . . , ξ´mq,

and similarly
ż

g dµ “ Hpξ0 | pξnqnă0q. (6)

Therefore, as in (3), we have
ş

gm dµ ÝÑ
ş

g dµ.
On the other hand, (5) gives gmpxq ÝÑ gpxq for µ-a.e. x. Since these func-

tions are non-negative and their integrals also converge, it follows that }gm ´ g}1 ÝÑ 0
(exercise!).

Proof of Theorem 6. The probability on the left-hand side of (4) is equal to

µ
!

x P AZ :
ˇ

ˇ

ˇ

1

n
log µprxsn1 q ` hpµq

ˇ

ˇ

ˇ
ă ε

)

,

and so it suffices to show that the functions

Gnpxq :“ ´
1

n
log µprxsn1 q

converge to the constant hpµq in L1pµq.
The key is that this sequence of functions behaves asymptotically like a se-

quence of ergodic averages. To see this, we start with the following instance of
the multiplication rule for conditional probabilities:

µprxsn1 q “
n
ź

i“1

µprxsi1 | rxs
i´1
1 q.

Technically this makes sense only if all of the probabilities µprxsi1q are positive,
but the set where this fails must be µ-negligible (exercise!), so let us ignore it.
Taking the logarithm of this product, we obtain

Gnpxq “
1

n

n
ÿ

i“1

´ log µprxsi1 | rxs
i´1
1 q “

1

n

n
ÿ

i“1

gi´1pS
ixq. (7)
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where gi´1 is the function defined before Lemma 7. By that lemma, it follows that

}Gn ´ Ang}1 ď
1

n

n
ÿ

i“1

}gi´1 ˝ S
i
´ g ˝ Si}1 “

1

n

n
ÿ

i“1

}gi´1 ´ g}1 ÝÑ 0.

On the other hand, the norm ergodic theorem gives

Ang ÝÑ

ż

g dµ in L1
pµq as n ÝÑ 8,

and we have seen in (6) that this integral equals hpµq.

Like the ergodic theorem, Theorem 6 has a strengthening to pointwise conver-
gence:

If rAZ, µs is ergodic, then µ-a.e. x P AZ satisfies

µprxsn1 q “ e´hpµqn`opnq as n ÝÑ 8.

This strengthening is due to Brieman, so this result is often called the Shannon–
McMillan–Breiman theorem. We do not prove it here.

4 Notes and remarks

The full Shannon–McMillan–Breiman theorem is [CT91, Section 15.7] and [Bil65,
Theorem 13.1]. I also recommend Shield’s nice treatment in [Shi96].
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