
Entropy
Lecture 2: Approximate typicality and the asymptotic

equipartition property

1 The number of roughly typical sequences

Let n ∈ N, δ > 0, and p ∈ Prob(A). Recall that we write

Tn(p) := {x ∈ An : px = p} (= ∅ unless p has denominator n)

and
Tn,δ(p) := {x ∈ An : ‖px − p‖ < δ}.

Last time we prove upper and lower bounds on |Tn(p)| when p has denomina-
tor n: retaining only the approximate behaviour of the exponents, we have

2H(p)·n−o(n) ≤ |Tn(p)| ≤ 2H(p)·n, (1)

where the estimates in the term o(n) depend on |A| but not otherwise on p.
Next we turn this into a count of approximately typical sequences. For these

we may let p ∈ Prob(A) be arbitrary.

Theorem 1.1. If H = H(p), then

2Hn−o(n) ≤ |Tn,δ(p)| ≤ 2Hn+∆(δ)n+o(n)

as n −→ ∞, where the quality of the estimates depends on |A| but not otherwise
on p ∈ Prob(A).

Unpacking the notation ‘∆(δ)’ in the upper bound of Theorem 1.1, it means
the following:
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For every ε > 0 there are a δ > 0 and n0 ∈ N, depending on |A| and
ε but not otherwise on p, such that

|Tn,δ(p)| < 2(H+ε)n (2)

for all n ≥ n0.

Proof of Theorem 1.1. We deduce this from the upper bound in (1). First, since
Prob(A) is compact and H is continuous on it, it is actually uniformly continuous.
Therefore

‖q − p‖ < δ =⇒ |H(q)−H| < ∆(δ) for q ∈ Prob(A), (3)

where the quality of the estimates in the ‘∆’ notation depends only on |A|.
Now observe that

Tn,δ(p) =
⋃

q∈Prob(A), ‖p−q‖<δ, denom(q)=n

Tn(q),

where the right-hand union is disjoint, and so

Tn,δ(p) =
∑

q∈Prob(A), ‖p−q‖<δ, denom(q)=n

|Tn(q)|. (4)

Upper bound. The number of summands in (4) is at most the number of
members of Prob(A) with denominator n, which is at most (n + 1)|A|. On the
other hand, by (3) and the upper bound in (1), each of these terms is at most
2Hn+∆(δ)n. Therefore

|Tn,δ(p)| ≤ (n+ 1)|A|2Hn+∆(δ)n = 2Hn+∆(δ)n+o(n).

Lower bound. We deduce this from (4) and the following estimate:

(D) For all sufficiently large n it holds that, for any p ∈ Prob(A),
there exists q ∈ Prob(A) of denominator n such that ‖p − q‖ ≤
2|A|/n.

To prove (D), enumerate A as {a1, . . . , ak} in such a way that pa1 ≥ pa2 ≥
· · · ≥ pak , then define

qai := max{j/n : j ∈ Z, j/n ≤ pai} for i = 1, 2, . . . , k − 1
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and
qak := 1− qa1 − · · · − qak−1

.

An easy exercise shows that q lies in Prob(A) and within distance 2|A|/n of p
provided n is large enough.

By (D), for any fixed p ∈ Prob(A), there is a sequence qn ∈ Prob(A) such
that qn has denominator n and ‖p−qn‖ = O(1/n), where the ‘O’ estimate depends
only on |A|. Now (4), the lower bound in (1), and the continuity in (3) give

|Tn,δ(p)| ≥ |Tn(qn)| ≥ 2H(qn)·n−o(n) = 2Hn−∆(‖p−qn‖)·n−o(n)

for all sufficiently large n. Since

∆(‖p− qn‖) · n = ∆(1/n) · n = o(1) · n = o(n),

this completes the proof.

2 Approximate description of product measures: the AEP

We have already seen the product measure p×n play a key role in proving the upper
bound in (1), and hence also in Theorem 1.1. We now turn our attention directly
onto this product measure. We can obtain a valuable approximate description of
these measures by using counting and entropy as above in combination with one
more key idea: the weak law of large numbers.

Proposition 2.1 (Weak law of large numbers for empirical distributions). For any
δ > 0 we have

p×n[Tn,δ(p)] −→ 1

as n −→ ∞. Once δ and A are fixed, the rate of convergence is uniform over all
p ∈ Prob(A).

Proof. This proof is more transparent if phrased in terms of RVs. Let X =
(X1, . . . , Xn) be an i.i.d. sequence of random letters in A with common distri-
bution p. The conclusion we need is that

P{X is δ-typical for p} −→ 1.

For each a ∈ A let

Cn,a :=
{∣∣∣N(a |X)

n
− pa

∣∣∣ < δ

|A|

}
.
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For each a, the expression

N(a |X) =
n∑
i=1

1{Xi=a}

is a sum of independent Bernoulli(pa) RVs. So the weak law of large numbers
gives P[Cn,a] −→ 1 for every a, and hence

P{X ∈ Tn,δ(p)} ≥ P
[ ⋂
a∈A

Cn,a

]
−→ 1.

The usual proof of the weak law of large numbers for this setting uses Cheby-
shev’s inequality, and gives a rate of convergence in terms of the variance of the
Bernoulli RVs 1{Xi=a}. This variance is at most 1/4 for any choice of p. For
Proposition 2.1, we need this convergence for the |A|-many random variables
N(a |X) simultaneously. So the convergence is still uniform if we fix A.

Thus, if we choose a long string x at random from the product distribution
p×n, then its type px is likely to be close to p. So although p×n is generally not
mostly supported on the exact type class Tn(p), it is mostly supported on Tn,δ(p)
once n is large enough, for any δ > 0.

However, there are still some technicalities to concern us. Suppose that pa = 0
for some a. Then any string x ∈ An which contains the letter a at least once has
p×n{x} = 0. Provided n is much larger than 1/δ, it is easy to find elements of
Tn,δ(p) which contain a single ‘bad’ instance of the letter a. So although p×n is
approximately supported on Tn,δ(p), it can still take wildly different values there
once n is large.

To formulate a more complete approximate description of the measure p×n,
we need a different notion of typicality which applies directly to the probabilities
of individual strings.

Definition 2.2. Given p ∈ Prob(A) and ε > 0, a string x ∈ An is ε-entropy-
typical for p if

2−H(p)n−εn ≤ p×n{x} ≤ 2−H(p)n+εn.

The set of ε-entropy-typical strings is denoted by T ent
n,ε (p).

The next result is a relative of Proposition 2.1, but it often gives us more trac-
tion over measures such as p×n. This becomes clear in the some of the applications
explained later.
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Theorem 2.3 (The asymptotic equipartition property (‘AEP’)). For any ε > 0 we
have

p×n[T ent
n,ε (p)] −→ 1

as n −→∞.

Proof. As in the proof of the law of large numbers for empirical distributions, let
X = (X1, . . . , Xn) be i.i.d.(p) RVs. We must show that

P{X is ε-entropy typical for p} −→ 1.

This may be re-written as

P
{∣∣∣ 1
n

log2 p
×n{X}+ H(p)

∣∣∣ < ε
}
−→ 1.

However,

log2 p
×n{X} = log2

n∏
i=1

pXi
=

n∑
i=1

log2 pXi
.

In the right-hand side here, the summands log2 pXi
are i.i.d. RVs, all taking only

finite many values. So the weak law of large numbers can be applied again to
conclude that

P
{∣∣∣ 1
n

log2 p
×n{X} − E[log2 pX1 ]

∣∣∣ < ε
}
−→ 1.

This completes the proof, because

E[log2 pX1 ] =
∑
a∈A

P{X1 = a} log2 pa =
∑
a

pa log2 pa = −H(P ).

Remark. By a simple calculation using the formula

p×n{x} =
∏
a∈A

pN(a |x)
a =

∏
a∈A

pnpx{a}a ,

one can also show that if pa > 0 for every a, then for every ε > 0 there is a δ > 0
such that

Tn,δ(p) ⊆ T ent
n,ε (p).

However, this fails if pa = 0 for some a, as remarked before Definition 2.2. On
the other hand, entropy typicality certainly does not imply typicality in general.
This is why we separate the above argument from the notion of typicality that we
defined in the previous lecture. C
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The AEP gives us a simple, intuitive picture of the ‘shape’ of the distribution
p×n once n is large: most of it is supported on entropy-typical sequences, of which
there are roughly 2H(p)n all having roughly equal probability 2−H(p)n. Even more
succinctly:

“Once n is large, p×n resembles the uniform distribution on T ent
n,ε (p)

for some suitably small value of ε.”

This resemblance is still very weak. Definition 2.2 promises that two strings
x,y ∈ T ent

n,ε (p) are given weights by p×n that cannot differ by a factor which
is exponentially large in n, but nothing better than that. Indeed, if one applies the
central limit theorem to the same i.i.d. sum in the proof of Theorem 2.3, one finds
that the RV p×n{X} typically does exhibit multiplicative fluctuations which are
exponential in

√
n (exercise!). Nevertheless, the intuitive description above is a

very valuable guide to many important properties of product measures.
Sequences of measures on An which are not product measures can be behave

quite differently.
Example. On {0, 1, 2}n, define qn by

qn{x} =

{
1
2
2−n if x contains only 0s and 1s

1
2
· 1

3n−2n
otherwise.

These measures do not satisfy an AEP. Once n is large, the value 3n is overwhelm-
ingly larger than 2n, and for those n the measure qn gives

qn{x : qn{x} = 2−n+o(n)} = qn{x : qn{x} = 3−n+o(n)} = 1/2.

C

Later in the course we will meet a much more general setting that produces
sequences of measures which do satisfy the AEP.

The next few lectures contain many applications of the AEP. Our first concerns
another basic counting problem about product measures on An. For any finite set
A, any p ∈ Prob(A), and any ε > 0, let

covε(p) := min{|F | : F ⊆ A, p(F ) > 1− ε}.

This estimates the ‘effective support’ of p, up to a small-probability error.

Corollary 2.4. With A and p as above, we have

covε(p
×n) = 2H(p)n+o(n) as n −→∞

for every 0 < ε < 1.
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Proof. Upper bound. By Theorem 2.3, we may choose a sequence εn tending
to 0 (perhaps very slowly) so that we still have p×n[T ent

n,εn(p)] −→ 1 as n −→ ∞.
Therefore

covε(p
×n) ≤ |T ent

n,εn(p)|
for all sufficiently large n. On the other hand,

1 ≥ p×n[T ent
n,εn(p)] =

∑
x∈T ent

n,εn
(p)

p×n{x} ≥ |T ent
n,εn(p)|2−H(p)n−εnn.

Since εnn = o(n), re-arranging gives the upper bound.

Lower bound. Fix ε ∈ (0, 1), and suppose that F ⊆ An has p×n(F ) > 1− ε.
Let 0 < α < 1− ε. Then

p×n[F ∩ T ent
n,εn(p)] > 1− ε− o(1),

so this is greater than α for all sufficiently large n. Once this holds, it follows that

α < p×n[F ∩ T ent
n,εn(p)] =

∑
x∈F∩T ent

n,εn (p)

p×n{x}

≤ |F ∩ T ent
n,εn(p)|2−H(p)n+εnn ≤ |F |2−H(p)n+εnn.

Since trivially α = 2o(n), re-arranging completes the proof.

3 Shannon entropy of a random variable

As we have already seen, it is often convenient to think of entropy in terms of
random variables rather than combinatorics.

Fix a background probability space (Ω,F ,P). In this course, a random vari-
able (‘RV’) is discrete if it takes only finitely many values. Those values need not
be real numbers.

Let A be a finite set, and let X be an A-valued RV with distribution p ∈
Prob(A):

pa = P{X = a} for all a ∈ A.
Definition 3.1. The Shannon entropy of X is

H(X) := H(p).

If X1, . . . , Xn are RVs taking values in the respective finite sets A1, . . . , An,
then we may regard the tuple X := (X1, . . . , Xn) as a random element of the
product space A1 × · · · × An. There X has a Shannon entropy as a finite-valued
random variable in its own right. We denote it by H(X) or H(X1, . . . , Xn).
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4 Notes and remarks

Basic sources for this lecture: [CT06, Chapter 3 and Sections 11.1–2], [Sha48], [Wel88,
Sections 5.3 and 5.6]
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