
Entropy and Ergodic Theory
Lecture 15: A first look at concentration

1 Introduction to concentration

Let X1, X2, . . . be i.i.d. R-valued RVs with common distribution µ, and suppose
for simplicity that ‖Xi‖∞ <∞. Let m = E[X], and let Sn = X1 + · · ·+Xn. The
LLN gives

P
(
|Sn/n−m| ≥ ε) −→ 0 ∀ε > 0

as n −→ ∞. Cramér’s theorem improves on this by giving an exponential rate of
decay:

P
(
Sn/n−m ≥ ε) = e−cn+o(n)

where
c = max

λ∈R

[
(m+ ε)λ− log

ż

eλx µ(dx)
]
.

(To see that this really is an improvement on the weak LLN, one must show
that c > 0. To do this, let us expand the integral as a Taylor series for small λ:

log

ż

eλx µ(dx) = log
(

1 + λ

ż

xµ(dx) +O(λ2)
)

= log(1 + λm+O(λ2))

= λm+O(λ2).

Therefore, as λ −→ 0, we have

(m+ ε)λ− log

ż

eλx µ(dx) = ελ+O(λ2),

so this is positive for sufficiently small positive values of λ.)
Thus, for any given ε, the ‘macroscopic’ deviation Sn/n−m ≥ ε from the

mean is exponentially unlikely as n −→∞.
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In general, if (Yn)n≥1 is any sequence of R-valued RVs, then they are said to
exhibit concentration if there are constants (cn)n≥1 such that

P(|Yn − cn| ≥ ε) −→ 1 ∀ε > 0.

Often one may take cn = E[Yn], but not always. If in fact there are positive
constants c(ε) such that

P(|Yn − cn| ≥ ε) ≤ e−c(ε)n+o(n), (1)

then one speaks of exponential concentration. The weak LLN asserts that the
running averages Sn/n concentrate around the mean m, and Cramér’s theorem
tells us that they do so exponentially.

There are many other settings in which it is useful to know that some sequence
of RVs exhibits concentration, and a whole branch of probability theory has grown
around the phenomenon.

Note that we demand only an upper bound in (1). While there are many quite
general conditions that provide such upper bounds, it is often too optimistic to ask
for an exact asymptotic once one leaves the special setting of averages of i.i.d.
RVs (or closely related examples such as averages of Markov chains).

2 Other functionals of i.i.d. RVs

Consider again the setting of Section 1. For each n, we may write Sn/n as
f(X1, . . . , Xn), where f : Rn −→ R is the averaging function

f(x1, . . . , xn) =
x1 + · · ·+ xn

n
.

It turns out that some quite general properties of this function are enough to imply
that the RV f(X1, . . . , Xn) is highly concentrated once n is large. This extends
the phenomenon far beyond the particular example of the averaging function.

Heuristically, the key realization in this direction is the following:

One should expect concentration of the RV f(X1, . . . , Xn) whenever
f has a sufficiently small dependence on each individual coordinate.

In the example of the averaging function, suppose for simplicity that each Xi

takes values in [0, 1], so f may be restricted to a function [0, 1]n −→ R. If we
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alter a single coordinate of (x1, . . . , xn) ∈ [0, 1]n, then the value of f(x1, . . . , xn)
changes by at most 1/n.

According to the next theorem, this last fact is enough to imply concentration
in general. Moreover, the required reasoning works in the context of f : Kn −→
R for quite general spaces K, not just when K ⊆ R.

Theorem 1. Let (K,A , µ) be a probability space, let L > 0 be a constant, and
let f : Kn −→ R be a measurable function with the property that

|f(x)− f(x′)| ≤ L/n (2)

whenever the strings x,x′ ∈ Kn differ in at most one coordinate. Let X =
(X1, . . . , Xn) have i.i.d.(µ) coordinates. Then

P
(
f(X)− E[f(X)] ≥ ε

)
≤ e−ε

2n/2L2

.

By applying this theorem to −f , it gives also

P
(
f(X)− E[f(X)] ≤ −ε

)
≤ e−ε

2n/2L2

,

and hence
P
(∣∣f(X)− E[f(X)]

∣∣ ≥ ε
)
≤ 2e−ε

2n/2L2

.

Proof. By replacing f with f/L, it suffices to prove the theorem when L = 1.
Also, replacing f with f − E[f(X)] does not disrupt assumption (2), so we may
assume that E[f(X)] = 0.

Having done so, we bound the probability of interest by bounding an expo-
nential moment and applying Markov’s inequality. Specifically, we show that

E[eλnf(X)] ≤ eλ
2n/2 ∀λ ∈ R. (3)

Once we have (3), we may let λ = ε and apply Markov’s inequality to obtain

P
(
f(X) ≥ ε

)
= P

(
eεnf(X) ≥ eε

2n
)
≤ e−ε

2nE[eεnf(X)] ≤ e−ε
2n/2.

Inequality (3) is proved by induction on n. When n = 1, assumption (2) and
the vanishing of E[f(X)] imply that f takes values in [−1, 1]. So for any x ∈ K
we may write f(x) as a weighted average of the values ±1: say

f(x) = t(x) · 1 + (1− t(x)) · (−1), where t(x) =
1

2
(f(x) + 1).
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Since exp is convex, it follows that

eλf(x) = eλt(x)+(1−t(x))(−λ) ≤ t(x)eλ + (1− t(x))e−λ,

and hence

E[eλf(X)] ≤ eλE[t(X)] + e−λE[1− t(X)] =
1

2
(eλ + e−λ) ≤ eλ

2/2. (4)

The last inequality here follows by a term-by-term comparison of Taylor series.
Now suppose that n ≥ 2 and that (3) is already known for functions on Kn−1.

Let us write elements of Kn as x = (y, xn) with y := (x1, . . . , xn−1), and define
g : Kn−1 −→ R by

g(y) :=

ż

f(y, xn)µ(dxn).

Then the function g satisfies the following relative of (2):

|g(y)− g(y′)| ≤
ż

|f(y, xn)− f(y′, xn)|µ(dxn) ≤ 1/n = L/(n− 1)

whenever y, y′ ∈ Kn−1 differ in at most 1 coordinate, where L = (n− 1)/n. So
we may apply our inductive hypothesis to the function g/L to obtain

E[eλng(Y)] = E
[

exp
(
λ(n− 1)

g(Y)

L

)]
≤ eλ

2(n−1)/2,

where we write X = (Y, Xn). On the other hand, for each fixed y ∈ Kn−1, the
function n[f(y, · )− g(y)] has average zero with respect to µ and takes values in
[−1, 1], by (2). Therefore the argument from the case n = 1 gives

E
[
eλn(f(Y,Xn)−g(Y))

∣∣Y = y
]

=

ż

eλn(f(y,xn)−g(y)) µ(dxn) ≤ eλ
2/2.

Now the tower property of conditional expectation gives

E[eλnf(X)] = E
[
eλn(f(Y,Xn)−g(Y))eλng(Y)

]
= E

[
E
[
eλn(f(Y,Xn)−g(Y))

∣∣Y]eλng(Y)
]

≤ E
[
eλ

2/2eλng(Y)
]
≤ eλ

2/2eλ
2(n−1)/2 = eλ

2n/2,

continuing the induction.
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Actually, the argument above applies in an even more general setting with al-
most no change, and it is often presented that way. In the more general setting,
we forget the product structure ofKn, and replace it with a filtration of σ-algebras
with respect to which f satisfies a property related to (2). The more general the-
orem which results is one of the oldest and most popular methods for proving
concentration.

Theorem 2 (Asuma–Hoeffding theorem). Let L > 0 be a constant, and consider
a probability space (Ω,F ,P) and a filtration

{∅,Ω} = F0 ≤ F1 ≤ F2 ≤ · · · ≤ Fn = F .

Suppose the RV X has the property that

‖E[X |Fi]− E[F |Fi+1]‖∞ ≤ L/n ∀i = 0, 1, . . . , n− 1. (5)

Then
P
(
X − E[X] > ε

)
≤ e−ε

2n/2L2

.

Thus, to prove concentration for a RV, one can look for a filtration with respect
to which the differences E[X |Fi] − E[F |Fi+1] satisfy (5). The conditional ex-
pectations E[X |Fi] form a martingale, so this method for proving concentration
is often called the method of bounded marginale differences. To derive Theo-
rem 1 from Theorem 2, we take (Ω,F ,P) to be (Kn,A ×n, µ×n), and let Fi be
the σ-subalgebra of A ×n generated by the first i coordinates in Kn. Then (2) im-
plies (5). In other applications of Theroem 2 the choice of filtration can be much
more subtle.

In fact, in the setting of Theorem 1, inequality (5) is a rather weaker as-
sumption than inequality (2). In the proof of Theorem 1 above we use only that
weaker assumption. One can improve the conclusion of the theorem slightly if
one uses (2) more carefully. To see the key point, consider how our proof of The-
orem 1 handles the special case n = 1. It uses (2) to argue that if f has expectation
zero, then it must take values in [−1, 1]. But actually something strong is true: it
must take values in some interval [a, b] where a < 0 < b and b− a ≤ 1. By some
elementary but delicate analysis, one can deduce from this that

E[eλf(X)] ≤ eλ
2/8 :

compared with (4), we have gained by a factor of 4 in the exponent. The proof
of this improvement goes back to Hoeffding. The resulting gain then propagates
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through the induction on n, and the exponent in (3) improves to λ2n/8. Finally,
the use of Markov’s inequality with this improved bound gives the improved con-
clusion

P
(
f(X)− E[f(X)] ≥ ε

)
≤ e−2ε

2n/L2

for the whole theorem.
We give a couple of applications of Theorem 1 below, but cite only the version

we have proved. The method above does give improved estimates in the applica-
tions as well, but I do now know any results that depend on those improvements.

3 A classic application: bin-packing

The application in this section is to a very simple model in operations research.
Realistic models are more complicated, but can exhibit similar phenomena.

Suppose we have an unlimited supply of bins, each of which can hold mass at
most 1. We then receive items of masses x1, x2, . . . , xn ∈ [0, 1]. Our task is to
package the items using as few bins as possible, subject to the bound on the total
mass in each bin. Items cannot be divided, so mathematically this means we need
to partition [n] into subsets, say into J1∪J2∪ · · · ∪Jk, with k as small as possible
subject to the constraint ∑

i∈Jj

xi ≤ 1 ∀j ∈ [k].

For x ∈ [0, 1]n, let Bn(x) be this smallest possible value of k.
Now consider a model in which the masses of the items are i.i.d. uniform RVs

in [0, 1]. Thus, let X = (X1, X2, . . . ) be an infinite i.i.d. sequence of uniform
RVs in [0, 1] which specify the masses of the items we receive. We use Bn(X) as
a shorthand for Bn(X1, . . . , Xn).

Lemma 3. There exists a constant β ∈ [0, 1] such that

E[Bn(X)]/n −→ β

in probability.

Proof. For each n and m and each realization X, it is clear that

Bn+m(X1, . . . , Xn+m) ≤ Bn(X1, . . . , Xn) +Bm(Xn+1, . . . , Xn+m) :
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if we know how to pack the first n and the next m items separately, then we can
combine these into a packing of the first n + m items, which provides an upper
bound on the optimal way to pack them all together.

Taking expectations, and using the fact that our RVs are i.i.d., it follows that
the sequence E[Bn(X)], n = 1, 2, . . . , is subadditive. Therefore the desired limit
exists by Fekete’s lemma.

Proposition 4. For every δ < ε, we have

P
(∣∣Bn(X)− βn

∣∣ ≥ εn
)
≤ 2e−δ

2n/2

for all sufficiently large n.

Proof. Consider the dependence of Bn(x) on the ith coordinate. On the one hand,
it is non-decreasing. On the other, we must have

Bn(x1, . . . , xi−1, 1, xi+1, . . . , xn) ≤ Bn(x1, . . . , xi−1, 0, xi+1, . . . , xn) + 1,

because if we have already packed all but the ith item, then at most one more bin
is needed to pack the ith as well.

We may therefore apply Theorem 1 to the function Bn/n to conclude that

P
(∣∣Bn(X)− E[Bn(X)]

∣∣ ≤ δn
)
≤ 2e−δ

2n/2. (6)

Finally, since ε > δ, Lemma 3 gives that

|E[Bn(X)]− βn| < (ε− δ)n

for all sufficiently large n. Once such an n is reached, we have{∣∣Bn(X)− βn
∣∣ ≤ εn

)
⊇
{∣∣Bn(X)− E[Bn(X)]

∣∣ ≤ δn
}
.

Combined with (6), this completes the proof.

Remark. The function Bn(x) is a rather complicated function on [0, 1]n, defined
by optimizing over exponentially many possible partitions of the items. There is,
as far as I know, no closed formula for β, nor any hope that such a formula should
exist. You might like to try looking for some nontrivial lower bounds on β.
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4 Isoperimetry in product spaces

A second simple application of Theorem 1 serves well as an introduction to the
following lectures.

Let A be a finite alphabet. Recall that we can endow An with the normalized
Hamming metric

dn(a, a′) :=
|{i = 1, 2, . . . , n : ai 6= a′i}|

n
.

Inequality (2) is precisely the assertion that f has Lipschitz constant L from the
metric space (An, dn) to R.

So now let us apply Theorem 1 to 1-Lipschitz functions of the following kind.
Consider a nonempty subset U ⊆ An, and its associated distance function:

f(x) := min{dn(x,y) : y ∈ U}.
The function f vanishes on U , and it is 1-Lipschitz as an easy consequence of the
triangle inequality.

Therefore, letting µ be the uniform distribution on An, Theorem 1 gives

µ{f ≥ c+ ε} ≤ e−ε
2n/2 and µ{f ≤ c− ε} ≤ e−ε

2n/2, (7)

where c =
ş

f dµ.

Corollary 5. If µ(U) > e−ε
2n/2, then

µ{x : f(x) < 2ε} = µ
(
B2ε(U)

)
≥ 1− e−ε

2n/2.

Proof. By the second part of (7), we have

µ{f ≤ c− ε} ≤ e−ε
2n/2.

In view of our assumption on U , this means that

∃x ∈ U \ {f ≤ c− ε}.
But U = {f = 0}, so we must have c < ε. Now the first part of (7) gives

µ{f < 2ε} ≥ µ{f ≤ c+ ε} ≥ 1− e−ε
2n/2.

Thus, if U is any subset of An which is bigger than e−ε
2n/2 (which is very

small), and we expand U by the (small) distance 2ε, then it fills up all but an
exponentially small portion of the whole space An! This curious phenomenon is
a special feature of various ‘high-dimensional’ settings for probability theory. We
explore it further in the next lectures.
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5 Notes and remarks

The main results of this section follow [GS01, Section 12.2] (see also [Wil91,
Exercise 14.2]). Talagrand’s survey [Tal96] also serves as a fine introduction to
this branch of probability theory.

Further reading:

• The method of bounded martingale differences has been studied in depth by
McDiarmid, and his surveys [McD89, McD98] are a good place to learn
about a wide range of refinements and applications. In particular, both
of those papers cover the improved exponent in Theorem 1: see, for in-
stance, [McD98, Lemma 2.6] for the key inequality when n = 1. That
improvement of Theorem 1 is sometimes called McDiarmid’s inequality.

• Talagrand’s paper [Tal95] proves results with a similar flavour to those ob-
tained using bounded martingale differences, but his methods are different
and sometimes substantially stronger.
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