
Entropy and Ergodic Theory
Notes 10: Large Deviations I

1 A change of convention

This is our first lecture on applications of entropy in probability theory. In prob-
ability theory, the convention is that all logarithms are natural unless stated oth-
erwise. So, starting in this lecture, we adopt this convention for entropy: in the
formula

H(p) = −
∑
a∈A

p(a) log p(a),

the logarithm is to base e.

2 A variant of the basic counting problem; divergence

This lecture starts with a probabilistic variant of our basic counting problem from
the start of the course. Let p ∈ Prob(A), and suppose that X = (X1, . . . , Xn) ∼
p×n. Suppose also that x ∈ An is a fixed string.

We have seen that if px = p, then the probability P(X = x) is e−H(p)n (pre-
viously it was written 2−H(p)n, since that was before we switched from log2 to
natural logarithms). This fact was the basis of our original upper bound on the
number of strings of type p.

But now suppose that px is some other element q ∈ Prob(A). Then a relative
of the earlier calculation gives

P(X = x) =
∏
a

p(a)N(a|x) =
∏
a

p(a)nq(a).
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If there exists a ∈ A for which p(a) = 0 but q(a) 6= 0, then this probability is
zero. Otherwise, we may write it as

exp
[(∑

a

q(a) log p(a)
)
n
]
. (1)

In fact, we can write it this way in both cases, provided we adopt the natural
conventions log 0 := −∞ and exp(−∞) := 0. Therefore

P(pX = q) = P(X ∈ Tn(q)) = |Tn(q)| · exp
[(∑

a

q(a) log p(a)
)
n
]
.

In case denom(q) divides n, our original estimates for |Tn(q)| give

exp
[(
−
∑
a

q(a) log q(a) +
∑
a

q(a) log p(a)
)
n− o(n)

]
= exp

[
−
(∑

a

q(a) log
q(a)

p(a)

)
n− o(n)

]
≤ P(pX = q)

≤ exp
[
−
(∑

a

q(a) log
q(a)

p(a)

)
n
]
. (2)

That is, we have estimated the probability that a random string drawn i.i.d. from
p has type equal to some other distribution q. The main negative term in the
exponent has coefficient∑

a

q(a) log
q(a)

p(a)
=
∑
a

p(a)
q(a)

p(a)
log

q(a)

p(a)
.

This is called the divergence (or Kullback–Liebler divergence, information
divergence, or relative entropy) of q with respect to p. We denoted it by D(q ‖ p).
If there exists a ∈ A such that p(a) = 0 but q(a) 6= 0, then D(q ‖ p) = +∞ by
definition.

Example. If p is the uniform distribution on Prob(A), then p(A) = 1/|A| for
every a ∈ A, and

D(q ‖ p) = log |A| − H(q) ∀q ∈ Prob(A). (3)
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In order to handle the case of infinite divergence succinctly, recall the follow-
ing notion and notation from measure theory. If (X,B) is a measurable space and
µ and ν are two probability measures on it, then ν is absolutely continuous with
respect to µ, denoted ν � µ, if

ν(A) = 0 whenever µ(A) = 0 for A ∈ B.

If X is countable and B is the power set of X , then it is enough to check this for
all singletons A.

Lemma 1. For fixed p, the quantity D(q ‖ p) is a continuous and non-negative
function on the set

{q ∈ Prob(A) : q � p}.
It is zero if and only if q = p.

The quantity D(q ‖ p) is strictly convex as a function of the pair

(q, p) ∈ Prob(A)× Prob(A)

(this is stronger than being strictly convex in each argument separately).

Proof. Continuity is clear. To prove non-negativity, recall that the function η(t) :=
t log t is strictly convex on (0,∞). Since p is a probability distribution, Jensen’s
inequality gives

D(q ‖ p) =
∑
a

p(a)η
(q(a)
p(a)

)
≥ η
(∑

a

p(a)
q(a)

p(a)

)
= η(1) = 0.

Equality occurs if and only if q(a)/p(a) is the same value for every a. Since q and
p are both probability distributions, this occurs only if q = p.

We leave joint strict convexity as an exercise for the reader (it requires another,
slightly less obvious application of Jensen’s inequality).

In terms of divergence, we can re-write the calculations (1) and (2) as

P(X = x) = p×n(x) = e−[H(px)+D(px ‖ p)]n

and

e−D(q ‖ p)n−o(n) ≤ P(pX = q) = e−D(q ‖ p)n in case denom(q) = n.

One important example of a divergence has already been introduced by an-
other name.
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Example. Let p ∈ Prob(A × B) have marginals pA and pB. Let (X, Y ) ∼ p. In
Lecture 2 we derived the formula

I(X ; Y ) =
∑
a,b

p(a, b) log
p(a, b)

pA(a)pB(b)

(except with log2 in place of log, similarly to the rest of this lecture). Thus, the
mutual information between X and Y is equal to D(p ‖ pA × pB). It may be seen
as comparing the true joint distribution p to the distribution of independent RVs
that have the same individual distributions as X and Y . C

3 Sanov’s theorem

The calculation in (2) can be seen as a quantitative strengthening of the LLN for
types. If q 6= p, then D(q ‖ p) > 0, and so we have shown that for X ∼ p×n the
event {pX = q} is not only unlikely, but exponentially unlikely, with exponent
given by D(q ‖ p).

By some simple estimates and summing over possible types, this can be turned
into an estimate for the following more general question:

If X ∼ p×n and U ⊆ Prob(A) is such that {pX ∈ U} is unlikely,
then just how unlikely is it?

To lighten notation, let us now write

Tn(U) := {x ∈ An : px ∈ U} =
⋃
p∈U

Tn(p)

for any n ∈ N and U ⊆ Prob(A).

Theorem 2 (Sanov’s theorem). Every U ⊆ Prob(A) satisfies

exp
(
−
[
inf
q∈U◦

D(q ‖ p)
]
n+ o(n)

)
≤ P(pX ∈ U)

≤ exp
(
−
[
inf
q∈U

D(q ‖ p)
]
n+ o(n)

)
,

where U◦ is the interior of U for the usual topology of Prob(A).
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Corollary 3. If U ⊆ Prob(A) has the property that U◦ ⊇ U (that is, the interior
of U is dense in U ), then

P(pX ∈ U) = exp
(
−
[
inf
q∈U

D(q ‖ p)
]
n+ o(n)

)
.

Proof. Upper bound. This is another exercise in summing over typical sets. Let
d := infq∈U D(q ‖ p). Then the upper bound (2) gives

P(pX ∈ U) =
∑
q∈U

P(pX ∈ Tn(q)) ≤
∑

q∈U, denom(q) |n

e−D(q ‖ p)n

≤ |{q ∈ U : denom(q) = n}| · e−dn ≤ (n+ 1)|A|e−dn = e−dn+o(n).

Lower bound. We need the following fact:

For all sufficiently large n is holds that, for any p ∈ Prob(A), there
exists q ∈ Prob(A) with denominator n such that ‖p− q‖ ≤ 2|A|/n.

This was already used in Lecture 2, where we referred to it as (D).
Now let d◦ := infq∈U◦ D(q ‖ p). Let ε > 0, and let V ⊆ U◦ be a nonempty

open subset such that any q ∈ V satisfies D(q ‖ p) < d◦ + ε.
Since V is open, fact (D) promises that, provided n is sufficiently large, there

exists q ∈ V of denominator n. For this q, we may now apply the lower bound
from (2) to obtain

P(pX ∈ U) ≥ P(pX = q) = e−D(q ‖ p)n−o(n) ≥ e−(d◦+ε)n−o(n).

Since ε was arbitrary, this actually holds for some slowly decreasing sequence
εn ↓ 0 in place of ε. This completes the proof.

Using Lemma 1, we immediately deduce the following.

Corollary 4. If p ∈ Prob(A) and U ⊆ Prob(A) satisfy p 6∈ U , and if X ∼ p×n,
then P(pX ∈ U) decays exponentially fast as n −→∞.

Example. Let p ∈ Prob(A × B) have marginals pA and pB. Let (X,Y) ∼ p×n.
Then we have seen that

I(Xi ; Yi) = D(p ‖ pA × pB) for each i

(except with log2 in place of log, similarly to the rest of this lecture).
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Now suppose we draw random strings X′ ∼ p×n and Y′ ∈ p×n independently
of each other. The LLN for types gives that X′ and Y′ are approximately typical
for pA and pB with high probability. But if p 6= pA× pB, then (X′,Y′) is unlikely
to be approximately typical for p. Sanov’s theorem lets us estimate this small
probability: for δ > 0, that theorem gives

P((X′,Y′) ∈ Tn,δ(p)) = e−D(p ‖ pA×pB)n+∆(δ)n+o(n) = e−I(Xi ;Yi)n+∆(δ)n+o(n).

This can also be obtained from our earlier description of the typical set Tn,δ(p) in
terms of conditional entropy. C

4 The conditional limit theorem

Sanov’s Theorem can be used to answer the following variant of the previous
question:

Suppose that X ∼ p×n and that E ⊆ Prob(A) is such that {pX ∈ E}
is unlikely. Conditionally on the unlikely occurrence {pX ∈ E}, what
is the most likely behaviour of pX? (Put another way, what the least
unlikely way for this unlikely event to occur?)

We can answer this rather completely in case E is closed, convex, and has
nonempty interior (in Prob(A)). In that case, if pX does land in the unlikely set
E, then it turns out that it is overwhelmingly likely to be close to a particular
distinguished element of E.

Lemma 5. If p ∈ Prob(A) and if E ⊆ Prob(A) is closed and convex, then the
function D( · ‖ p) has a unique minimizer on E.

Proof. This follows at once from the continuity and strict convexity of D( · ‖ p).

Theorem 6. Let E ⊆ Prob(A) be closed, convex, and have nonempty interior,
and suppose that p ∈ Prob(A) \E. Let q∗ be the unique minimizer of D( · ‖ p) in
E, and assume that D(q∗ ‖ p) <∞. Then, for any ε > 0, we have

P
(
‖pX − q∗‖ < ε

∣∣ pX ∈ E) −→ 1

as n −→∞, and the convergence is exponential in n.
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Remark. The assumption that D(q∗ ‖ p) < ∞ merely excludes degenerate cases:
if this does not hold, then the event {pX ∈ E} simply has zero probability. C

Proof. Let d := infq∈E D(q ‖ p) = D(q∗ ‖ p).
Let us partition E as

(E ∩Bε(q
∗)) ∪ (E \Bε(q

∗)),

where Bε(q
∗) is the open ε-ball around q∗ in total variation. Assume ε is small

enough that both parts are nonempty (otherwise the desired probability is always
equal to 1). Since q∗ is the unique minimizer on E, and since E \Bε(q

∗) is closed
and hence compact, we have

d′ := min
q∈E\Bε(q∗)

D(q ‖ p) > d.

Now apply Sanov’s theorem to both of the sets E and E \Bε(q
∗):

P(pX ∈ E) = e−dn+o(n) and P(pX ∈ E \Bε(q
∗)) ≤ e−d

′n+o(n).

The first of these is a true asymptotic because E◦ ⊇ E, and so we may actu-
ally apply Corollary 3. The second estimate here is just the upper bound from
Theorem 2.

Combining these, we obtain

P
(
‖pX − q∗‖ ≥ ε

∣∣ pX ∈ E) = P(pX ∈ E \Bε(q
∗))

P(pX ∈ E)
= e−(d′−d)n+o(n).

This tends to 0 exponentially fast as n −→∞.

Corollary 7 (The conditional limit theorem). Under the conditions of the previous
theorem, we have

P
(
X1 = a

∣∣ pX ∈ E) −→ q∗(a)

as n −→∞ for every a ∈ A.

Proof. The law of X and the event {pX ∈ E} are both invariant under permut-
ing the entries of the random string X = (X1, . . . , Xn). Therefore the value
P
(
Xi = a

∣∣ pX ∈ E) is the same for every i ∈ [n], and so it equals

1

n

n∑
i=1

P
(
Xi = a

∣∣ pX ∈ E) = E
( 1
n

n∑
i=1

1{Xi=a}

∣∣∣ pX ∈ E) = E
(
pX(a)

∣∣ pX ∈ E).
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By Theorem 2, under the conditioned measure P( · | pX ∈ E), the empirical distri-
bution stays within any ε of q∗ with high probability as n −→∞, and so the above
expectation also stays within any ε of q∗(a) as n −→∞— that is, it converges to
q∗(a).

With a similar proof and just a little extra work, one obtains the following
strengthening.

Corollary 8 (Multiple conditional limit theorem). Under the same conditions as
above, and for any fixed m ∈ N, we have

P
(
X1 = a1, X2 = a2, . . . , Xm = am

∣∣ pX ∈ E) −→ q∗(a1)q
∗(a2) · · · q∗(am)

as n −→∞ for every a1, . . . , am ∈ A.

5 Notes and remarks

Our basic source for this lecture is [CT06]:

• For divergence and its properties, Sections 2.5–2.7 (also, see the end of
Section 2.5 for a conditional version of divergence);

• For the probability of a type class: Theorem 11.1.4;

• Sanov’s theorem: Theorem 11.4.1;

• The conditional limit theorem: Theorem 11.6.2.

• See the rest of [CT06, Section 11.6] for a finer analysis of the relation be-
tween the quantities D(q ‖ p) and ‖q − p‖.

• See the remaining sections of [CT06, Chapter 11] for some valuable appli-
cations to statistics.

Sanov’s theorem and the conditional limit theorem are just the start of the
large subfield of probability called large deviations theory. Our next lecture is
also given to results from this field. Several good sources are available to take the
reader further in this direction:

• The book [DZ10] is dedicated to large deviations theory, and introduces
many aspects of the subject at quite a gentle pace. See, for instance, [DZ10,
Theorem 3.3.3] for the generalization of the conditional limit theorem to
non-convex sets E.
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• The lecture notes [Var] go rather faster, but are still clear and introduce
several interesting advanced topics.

• The monograph [Ell06] also goes quite gently and emphasized the connec-
tion to statistical physics. I will aim to make this connection a bit later in the
course. The classic article [Lan73] has a similar point of view, but requires
a little more mathematical background. Section A4 of that article is on large
deviations.

• Several refinements are known to the conditional limit theorem. The pa-
pers [Csi75, Csi84, DZ96] cover several of these, and explain the subject
very clearly.

• See [Kul97] for much more on the application of information theoretic
quantities in statistics.
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