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Recommended reading: [ASS07, Tal03, Pan10, Pan12]. The key paper [Pan] is
also fairly accessible. A new version of Talagrand’s comprehensive book [Tal03]
is in progress, with Volume 1 already available [Tal11]. The classic physicists’ text
on spin glasses is [MPV87].

1 Spin glasses in physics

Translation from physics:

‘Glass’: a material which is hard and inflexible (like a solid) but is not completely
ordered or lattice-like in its microscropic structure (thus, unlike a crystal or simple
metals).

‘Spin’: pertaining to the magnetic spins of ions in a material.

‘Spin glass’: a material, effectively solid, which contains some irregular distribu-
tion of magnetizable ions.

Basic laboratory examples: Cadmium telluride (a non-magnetizable crystalline
compound of cadmium and tellurium) doped some easily-magnetized atoms, e.g.
of iron or nickel.

Some weak natural examples: meteorites1.

Spin glasses are complicated because the magnetic interactions between ions
depend heavily on the exact distance between them, the irregular distances in a
spin glass give rise to irregular interactions and hence a locally highly-complicated
response to an external magnetic field.

(Possible application: verification that a rock is a meteorite1.)
1I learned this from a stranger on a bus who hunts meteorites for a living, so I won’t swear by it.
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2 The basic model

In order to model a spin glass, consider the state space {−1, 1}N , where an element
σ = (σn)n≤N is interpreted as an assignment of spins to each of N magnetic
ions. In this model each spin can only be either ‘up’ or ‘down’ (more sophisticated
models might use (S2)N ).

Basic procedure of modelling in statistical physics: determine (from physical
considerations) a ‘Hamiltonian’

H : {−1, 1}N −→ R,

with the interpretation that H(σ) is the internal magnetric energy of each possible
state σ. Now suppose the material interacts with its environment at some temper-
ature T , so that its states keep changing due to microscopic interactions. Then
the proportion of time spent in different states is given by the Gibbs measure at
temperature T :

γβ{σ} :=
1

Z(β)
e−βH(σ),

where β := 1/T and
Z(β) :=

∑
σ

e−βH(σ)

is the normalizing constant, which is called the partition function.

In most sensible models, Z(β) is exponentially large as a function of N , and
the quantity of greatest interest is the first-order behaviour of the exponent. For
this reason one now defines the free energy by

F (β) :=
1

N
logZ(β).

In order to understand the material in thermal equilibrium, one wishes to de-
scribe the measure γβ or the quantity F (β) as well as possible.

The key feature of a spin glass is that different pairs of spins interact in very
different ways. This is reflected by a Hamiltonian of the form

H(σ) =
∑
i̸=j

gijσiσj

in which the interaction constants gij vary irregularly with the pair {i, j}.
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In realistic models, the indices i, j are locations in space, and one assumes that
gi,j = 0 if |i− j| is large. The irregularity appears for nearby i, j. Among nonzero
interactions, a simple way to produce a spin glass model is to choose the interac-
tion constants themselves at random (so now there are two levels of randomness
involved). The basic model here is the Edwards-Anderson model [MPV87]. Al-
most nothing is known rigorously.

To simplify, one can consider a mean field model, in which one ignores the spa-
tial locations of the spins. Most classical is the Sherrington-Kirkpatrick (‘SK’)
model (see the papers of Sherrington and Kirkpatrick in [MPV87]): let (Ω,F ,P)
be a background probability space, let gij be independent standard Gaussians on
that space, and let H be the random function

H(σ) :=
1√
N

∑
ij

gijσiσj (1)

(this choice of normalization guarantees that for a typical configuration (σi)i≤N ,
the expected energy per spin is Θ(1), as follows from a quick CLT calculation).

Now let γβ,N be the random Gibbs measure on {−1, 1}N resulting from this
Hamiltonian, and let FN (β) be the expected free energy:

FN (β) := E
1

N
log

∑
σ

exp(βH(σ)).

Basic (vague) question: What are the values of FN (β) or the typical structure
of γβ,N as functions of these random interactions?

Happily, certain basic facts are fairly easy to prove. Firstly, fairly standard
Gaussian concentration inequalities show that the random variable

1

N
log

∑
σ

exp(βH(σ))

on (Ω,F ,P) concentrates around its expected value FN (β) as N −→ ∞. Sec-
ondly, a Gaussian interpolation argument due to Guerra and Toninelli [GT02]
shows that the sequence (NFN (β))N≥1 is superadditive for every β, so we know
that the limit of FN (β) exists as N −→ ∞. The methods behind these facts are
given in Section 1.3 of [Pan12], but I’m going to skip over them here.
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3 Connection to random optimization

When physicists choose to study a mean-field model of a situation which involves
some spatial variation in the real world, they do so simply because the mean-field
model is simpler. Their hope is that it will still reveal some non-trivial structure
which can then suggest fruitful questions to ask about a more realistic model (for
instance, the Curie-Weiss model exhibits a phase transition much like the Ising
model in two or three dimensions).

In fact, it remains contentious whether the SK model is worthwhile as a toy ver-
sion of spatially-extended models. However, it was quickly realized that mean-field
spin glass models have a much more solid connection with random optimization.

Indeed, consider again the random function H : {−1, 1}N −→ R defined
in (1). When β is large, the Gibbs measure γβ,N , for which γβ,N (σ) is proportional
to exp(βH(σ)), should be concentrated on those configurations σ ∈ {−1, 1}N
where H(σ) is large. Also, trivial estimates give

exp(βmax
σ

H(σ)) ≤
∑
σ

exp(βH(σ)) ≤ 2N exp(βmax
σ

H(σ)),

and hence

E
β

N
max
σ

H(σ) ≤ FN (β) ≤ log 2 + E
β

N
max
σ

H(σ).

Dividing by β and letting β −→ ∞, we conclude that

E
1

N
max
σ

H(σ) = lim
β−→∞

FN (β)

β
,

with a rate of convergence that does not depend on N . Therefore we may take
expectations, let N −→ ∞ and change the order of the limits, and hence obtain

lim
N−→∞

E
1

N
max
σ

H(σ) = lim
β−→∞

F (β)

β
w.h.p.,

where F (β) is the limiting free energy introduced above (which, as remarked
above, is known to be deterministic as a result of Gaussian concentration phe-
nomena).

Thus, if we have a formula for F (β), then this gives a formula for the leading-
order behaviour of the random optimization problem maxσ H(σ). This amounts
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to determining the maximum over σ of a typical instance of the random function

1√
N

N∑
1,j=1

gijσiσj .

This is an instance of the classical Dean’s problem: given a population of individ-
uals {1, 2, . . . , N} in which the like or dislike between individuals i and j is given
by the (positive or negative) value gij , the Dean would like to separate them into
two classes (which will correspond to {i : σi = 1} and {i : σi = −1}), so that
the overall level of comfort is maximized: that is, s/he has found the optimum way
to put pairs that like each other into the same class, and pairs that dislike each other
into different classes.

Amazingly, a good enough understanding of the SK model allows one to give
an expression for F (β) (albeit very complicated), so that in principle one could
actually estimate limβ−→∞ F (β)/β this way and so obtain the correct constant c
in the estimate

max
σ

H(σ) = cN + o(N).

The expression for F (β) is called the Parisi formula, and is given at the end of these
notes. Although not simple, it can be estimated numerically, and using this the
physicists made the prediction that c (exists and) is approximately 0.7633 . . .. The
Parisi formula is now known rigorously [Tal06, Pan12], so this is now a theorem
up to the quality of those numerical methods.

What’s more, it has been understood for rather longer that the exact distribution
of the interaction r.v.s gij is not essential for this calculation. Provided these r.v.s
have mean zero, have variance one and have bounded third moments, the resulting
behaviour of the free energy as N −→ ∞ will be the same: see Carmona and
Hu [CH04].

This means that other random variants of the Dean’s problem can be solved this
way. Perhaps the most classical is an instance of MAX-CUT (whose exact solu-
tion for deterministic graphs is NP-complete in general). In this case the pairwise
interactions gij are not Gaussian, but take two values according to the adjacency
matrix of an Erdős-Renyi random graph G(N, p) (with those two values chosen
to give mean zero and variance one). Another concentration argument shows that
the expected best cut must cut N2p/4 + o(N2) of the edges, but analysis of this
spin-glass model gives a heuristic value for the next term. The prediction of the
physicists is that for this random MAX-CUT problem one has

OPT = N2p/4 +

√
p(1− p)

2
cN3/2 + o(N3/2) w.h.p.
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where again c = 0.7633 . . .. So this, too, is now a theorem up to the quality of
some numerical methods. See [MPV87, Chapter IX] for a more complete account
of applications to random optimization.

4 Bounded probabilities on Hilbert space

We return to our basic questions about the SK model. As shown in the previous
section, the application to random optimization will be served by having a good
enough asymptotic formula for FN (β). However, we will see that this problem is
intimately related to understanding the geometry of the Gibbs measures γβ,N .

First we must decide in what terms to try to describe γβ,N . The basic idea
here is that two configurations σ, σ′ ∈ {−1, 1}N are similar if they agree in most
coordinates. More formally, this means that they are close in Hamming metric, or,
equivalently, in any of the metrics inherited by regarding {−1, 1}N as a subset of
ℓNp (i.e., RN with the ℓp-norm) for any fixed choice of p ∈ [1,∞).

In fact, in this setting it is most natural to think of {−1, 1}N as a subset of
ℓN2 , because that space captures the structure of the random variables H(σ), and
specifically their covariances. To see this, compute

Cov(H(σ),H(σ′)) = EH(σ)H(σ′) =
1

N

∑
ij,i′j′

E(gijgi′j′)σiσjσ
′
i′σ

′
j′ .

Since E(gijgi′j′) is zero unless ij = i′j′, because the interactions are independent,
this simplifies to

Cov(H(σ),H(σ′)) =
1

N

∑
ij

σiσ
′
iσjσ

′
j =

1

N

(∑
i

σiσ
′
i

)2
= N(σ · σ′)2,

where σ · σ′ := 1
N

∑
i σiσ

′
i.

So the covariances of the random function H are given by the structure of
{−1, 1}N as a subset of Hilbert space; in particular, the problems of estimating the
structure of γβ,N and the value of FN (β) are unchanged if we change {−1, 1}N
by a rigid rotation in ℓN2 . Motivated by this, we will think of γβ,N as a random
probability measure on a Hilbert space, and try to give a ‘coarse’ description of it
as such.

Definition 4.1 (Euclidean probability measure) A Euclidean probability mea-
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sure2 is a probability measure on a separable Hilbert space H supported on a ball
of finite radius. A random Euclidean probability measure is a random variable
taking values among these.

By a ‘coarse’ description of γβ,N , we really want an idea of the limiting be-
haviour of γβ,N as N −→ ∞ in terms of some meaningful notion of convergence
for random Euclidean probability measures. Since we really care only about the
structure of γβ,N up to orthogonal rotations of ℓN2 , our next step is to introduce
such a notion which is insensitive to such rotations. This is where sampling and
exchangeability enter the picture.

5 Gram-de Finetti arrays

The key idea is that if µ is a Euclidean probability measure, say on a Hilbert space
H, then we can understand its structure ‘up to rotation’ by randomly sampling
points and then comparing them. This is in line with a general philosophy from the
study of exchangeable random structures, nicely expressed by Aldous in Section 3
of [Ald10]:

‘One way of examining a complex mathematical structure is to sample
i.i.d. random points and look at some form of induced substructure
relating the random points.’

The output of such sampling is made formal as follows.

Definition 5.1 (Gram-de Finetti arrays) A Gram-de Finetti array is an exchange-
able array (Rij)i,j∈N of I-valued random variables for some bounded interval
I ⊂ R such that the matrix (Rij)ij∈N is almost surely nonnegative definite.

Examples Suppose that µ is a Euclidean probability measure and let (ξi)i∈N be
an i.i.d. sequence of vectors drawn from µ. Then setting

Rij := ξi · ξj

defines a Gram-de Finetti array. We refer to this array as Samp(µ).

2Not standard terminology.
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More generally, let ω 7→ µω be a random Euclidean probability measure on
some background probability space (Ω,F ,P). Then we obtain a Gram-de Finetti
array by first choosing ω at random, and then computing Rij from an i.i.d. se-
quence ξi ∼ µω as above. This will still be referred to as Samp(µ).

Lastly, one could simultaneously sample some extra non-negative numbers to
add to the diagonal of R, and still obtain a non-negative definite matrix. Specif-
ically, now let ω 7→ µω be a random measure of bounded support on the space
H× [0,∞), and then create a random array R by first choosing ω at random, then
drawing a sequence of pairs (ξi, ai) i.i.d. from µω, and finally setting

Rij := ξi · ξj + aiδij .

This will still be referred to as Samp(µ). �

Obviously, in any of these examples, if µ and µ′ differ only by an orthogonal
rotation of H, then Samp(µ) = Samp(µ′). On the other hand, if we fix an upper
bound M , then the space of non-negative definite arrays with all entries bounded
by M is compact for the product topology, so we may naturally talk of vague (=
weak∗) convergence for probability measures on this space, and moreover a limit
of exchangeable measures is easily seen to be still exchangeable.

6 The Dovbysh-Sudakov representation

The crucial fact which makes Gram-de Finetti arrays useful is that, just as for other
exchangeable arrays, they all arise from sampling. This fact is the main result we
will prove below.

Theorem 6.1 (Dovbysh-Sudakov representation; [DS82, Pan10]) For any Gram-
de Finetti array R there is a random probability measure µ of bounded support on
ℓ2 × [0,∞) such that

R
law
= Samp(µ).

Moreover, the law of the random measure µ is unique up to orthogonal rotations
of ℓ2. A suitable choice of µ is also called a driving measure for R.

We will prove this in the special case that R takes values in [−1, 1] and Rii ≡ 1.
In this case we will show that there is a random probability measure on the unit ball
of ℓ2 (rather than on ℓ2 × [0,∞)) such that

(Ri,j)i,j∈N×N
law
= (ξi · ξj + 1− ∥ξi∥2δi,j)i,j∈N×N,
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where (ξi)i is an i.i.d. sequence drawn from µ.

This case still contains the main ideas, but simplifies some of the notation. It
also covers all the random arrays obtained by sampling the SK model.

Sketch proof of special case, following [Pan10] Since Rii ≡ 1 by assumption,
we need only show that there is a random probability measure µ on the unit ball B
in ℓ2 such that

(Ri,j)i ̸=j∈N×N
law
= (ξi · ξj)i̸=j∈N×N with (ξi)i i.i.d. ∼ µ.

Since (Ri,j)i ̸=j is a symmetric exchangeable array, by the Aldous-Hoover Theorem
we have

(Ri,j)i̸=j
law
= Samp(f)

for some f : [0, 1]× [0, 1]2 × [0, 1] −→ [−1, 1] which is symmetric in the middle
two coordinates.

Instead of the arbitrary measurable function f , we want the richer geometric
structure of sampling points from a probability measure on ℓ2. The rest of the proof
goes into synthesizing the latter from the former.

Step 1: Letting fu := f(u, ·, ·, ·), it is easy to see that Samp(f) is a.s. non-
negative definite if and only if Samp(fu) is a.s. non-negative definite for a.e. u.
It therefore suffices to show that Samp(fu) must arise from sampling from some
measure µu on B ⊂ ℓ2 for a.e. u, where the measure µu is now non-random. From
this, general measure theory gives a measurable selection u 7→ µu, which defines
the desired random measure.

So suppose henceforth that f is a function of only (u1, u2, u12), and that Samp(f)
is a.s. non-negative definite. We may also suppose that

(Ri,j)i̸=j = Samp(f)

(not just in law), simply by taking this as our new definition of (Ri,j)i ̸=j . We still
have Rii ≡ 1.

Step 2: Show that f cannot depend on the last coordinate without violating
the a.s. non-negative definiteness of R. Indeed, by non-negative definiteness, for
any n ≥ 1 and any bounded measurable functions h1, . . . , hn : [0, 1] −→ R one
has

1

n

n∑
i,j=1

Ri,jhi(ui)hj(uj) ≥ 0 a.s..

9



In particular, let n = 4m, let A1, A2 ⊆ [0, 1] be any measurable subsets, and
let

hi(x) :=


1A1(x) 1 ≤ i ≤ m,
−1A1(x) m+ 1 ≤ i ≤ 2m,
1A2(x) 2m+ 1 ≤ i ≤ 3m,
−1A2(x) 3m+ 1 ≤ i ≤ 4m.

Then a quick calculation shows that∫
[0,1]n

1

n

n∑
i,j=1

f(ui, uj , uij)hi(ui)hj(uj)

n∏
i=1

dui

(so we do not integrate over uij) consists of a constant term 1
2(|A1|+ |A2|), some

other terms which are O(1), and also a sum of terms of the form

±
∫
A

∫
A′

f(u, v, uij) dxidxj

over distinct pairs i ̸= j, whose contribution is of order m2/m = m.

Now the point is that the ± coefficients of these latter terms cancel almost
exactly, but they involve the independent random variables uij for different pairs
ij. If f has some nontrivial dependence on uij , then we can find Ai and Aj for
which the Central Limit Theorem promises that these extra terms yield a fluctuation
of order

√
m around an average which is O(1). Once we choose m very large, this

is impossible if these values must always be ≥ 0, and so in fact f cannot have a
nontrivial dependence on uij .

Henceforth we write f as a function of only (u1, u2).

Step 3: Now consider the linear operator A on L2[0, 1] defined by

Ag(x) :=

∫ 1

0
g(y)f(x, y) dy.

Since f is uniformly bounded by 1, this is a bounded operator, and moreover an
easy exercise shows that it is compact. It is self-adjoint owing to the symmetry of
f .

Therefore the Spectral Theorem for compact self-adjoint operators provides a
sequence of real eigenvalues λi, i ≥ 1, with |λi| −→ 0, and also eigenvectors
φi ∈ L2[0, 1] such that

f(x, y) =
∞∑
i=1

λiφi(x)φi(y).
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(If you’re not familiar with this spectral theorem, then think of it as putting the
‘symmetric [0, 1]× [0, 1] matrix f(·, ·)’ into ‘diagonal form’; and see any standard
book covering Hilbert space operators, such as Conway [Con90].)

Step 4: Another property of the operator A is that it is non-negative definite
for a.e. u; once again, this is necessary in order that R be a.s. non-negative definite.
To see this, simply observe that for any measurable function h : [0, 1] −→ R, non-
negative definiteness and the law of large numbers applied to the independent r.v.s
Ui ∼ U[0, 1] give

0 ≤ 1

n2

n∑
i,j=1

f(Ui, Uj)h(Ui)h(Uj)
a.s.−→

∫
[0,1]2

f(u, v)h(u)h(v) dudv = ⟨h,Ah⟩

as n −→ ∞. Therefore we also have λi ≥ 0 for all i a.s.

Step 5: Now define a measurable function F : [0, 1] −→ CN by

F (x) := (
√

λ1φ1(x),
√

λ2φ2(x), . . .).

We will next argue that it takes values in B ⊂ ℓ2 a.s. To be specific, let x ∈ [0, 1]
be a simultaneous Lebesgue density point for every φi: that is,

−
∫
(x−δ,x+δ)

φi(y) dy −→ φi(x) ∀i as δ −→ 0

(where as usual −
∫

denotes an integral normalized to be an average). These points
are co-negligible in [0, 1] by the Lebesgue Differentiation Theorem (valid since
φi ∈ L2[0, 1] ⊂ L1[0, 1]).

Now we can compute that

∑
i≥1

λi

∣∣∣−∫
(x−δ,x+δ)

φi(y) dy
∣∣∣2 = ∑

i≥1

λi −
∫
(x−δ,x+δ)2

φi(u)φi(v) dudv

= −
∫
(x−δ,x+δ)2

f(u, v) dudv,

and this is ≤ 1 because f is pointwise bounded by 1. (I’m taking a cowboy’s
approach to infinite sums, but this is only a sketch.) Letting δ −→ 0 shows that∑

i≥1

λi|φi(x)|2 = ⟨F (x), F (x)⟩ℓ2 ≤ 1 a.e. x,

as required.
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In terms of this function we now have the relation

f(x, y) = ⟨F (x), F (y)⟩ℓ2 .

Let µ be the distribution of F (X) on B when X ∼ U[0, 1] (that is, the push-
forward of Lebesgue measure under F ).

Step 6: Lastly, recall that Samp(f) is the law of R, and write this relation
explicitly as

P(Rij ∈ rij + drij ∀i, j ≤ N) =

∫
[0,1]N

1{f(ui,uj)∈rij+drij}
∏
i≤N

dui

=

∫
[0,1]N

1{⟨F (ui),F (uj)⟩ℓ2∈rij+drij}
∏
i≤N

dui

for any N ≥ 1 and any non-negative definite matrix (rij)i,j≤N . Finally, we recog-
nize that∫

[0,1]N
1{⟨F (x),F (y)⟩ℓ2∈rij+drij}

∏
i≤N

dui = µ⊗N{ξi · ξj ∈ rij + drij ∀i, j ≤ N}.

This is precisely the assertion that R law
= Samp(µ), so the proof is complete. 2

By Theorem 6.1, these arrays give us a sensible notion of convergence: if (µn)
are random probability measures of uniformly bounded support on (possibly dif-
ferent) Hilbert spaces, then they sampling-converge if the laws of the resulting
arrays Samp(µn) converge vaguely as probability measures on a space of bounded
non-negative definite matrices, and in this case their limit object is any choice of
driving measure for the limiting array.

This is the direct analog of left-convergence of homomorphism densities for a
sequence of dense finite graphs. It is also very much in the spirit of the more gen-
eral discussion of probability distributions on distance matrices that characterize a
general m.m. space – see Sections 31

2 .4 through 31
2 .7 in Gromov [Gro01], and the

references given there to works of Vershik.

So, finally, we have a slightly more formal way to ask our basic question about
the random measures γβ,N :

Do these random Euclidean measures sampling-converge, and if so
what is their limit?
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7 The Aizenman-Sims-Starr scheme

Suppose that γβ,N is known to sampling-converge to some limiting random Eu-
clidean measure γβ . Building on a calculational method of Guerra [Gue03], Aizen-
man, Sims and Starr [ASS07] showed how this γβ then provides a formula for
the limiting free energy F (β). This insight made it possible to put Parisi’s origi-
nal predictions about the SK model (see below) into a more general mathematical
framework, and is the basis for an approach to the Parisi formula via understanding
the geometry of γβ . (It also led to another important property of γβ asserting in-
variance under a certain ‘stochastic transformation’, which isn’t discussed in these
notes.)

The first idea here is to write

FN =
1

N
E logZN =

1

N

N−1∑
i=0

Ai

with Ai = E logZi+1−E logZi. If one can show that these quantities Ai tend to a
constant, then of course FN will also tend to that constant. In a sense, this realizes
FN as the ‘logarithmic increment’ in the growing sequence of partition functions
ZN .

So now let us try to compare E logZN with E logZN+1. First, identify {−1, 1}N+1

with {−1, 1}N × {−1, 1}, and for (σ, ε) ∈ {−1, 1}N × {−1, 1} write

HN+1(s, ε) = H ′
N (σ) + εzN (σ),

where

H ′
N (σ) =

1√
N + 1

N∑
i,j=1

gijσiσj

and

zN (σ) =
1√

N + 1

N∑
i=1

(gi(N+1) + g(N+1)i)σi. (2)

Now, H ′
N (σ) is almost the same as HN (σ); only the coefficient is slightly

wrong. Since a sum of two independent Gaussians is still Gaussians, as random
variables we can correct this with a small extra term:

HN (σ) = H ′
N (σ) + yN (σ),
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where

yN (σ) =
1√

N(N + 1)

N∑
i,j=1

g′ijσiσj , (3)

where the g′ij are new independent standard Gaussians.

Having set up this notation, our desired comparison becomes

E logZN+1 − E logZN

= E log
∑
σ

∑
ε

exp(βH ′
N (σ) + βεzZ(σ))− E log

∑
σ

exp(H ′
N (σ) + yN (σ)).

Letting Z ′
N :=

∑
σ expβH

′
N (σ), we may add and subtract logZ ′

N in the above
to obtain

E logZN+1 − E logZN

= E log
1

Z ′
N (σ)

∑
σ

∑
ε

exp(βH ′
N (σ) + βεzn(σ))

−E log
1

Z ′
N (σ)

∑
σ

exp(H ′
N (σ) + yN (σ))

= E log

∫
{−1,1}N

∑
ε=±1

exp(βεzN (σ)) dγ′β,N (σ)

−E log

∫
{−1,1}N

exp(yN (σ)) dγ′β,N (σ)

= E log

∫
{−1,1}N

cosh(βzN (σ)) dγ′β,N (σ)− E log

∫
{−1,1}N

exp(yN (σ)) dγ′β,N (σ),

where γ′β,N is the random Gibbs measure on {−1, 1}N corresponding to the Hamil-
tonian H ′

N (which is not conceptually different from the Gibbs measure for HN ),
and where the expectation is in both γ′β,N and the independent random variables
zN (σ), yn(σ).

Now the usefulness of this is as follows: if we can describe a sampling-limit
random measure γβ for γ′β,N , then at least heuristically it should follow that AN

tends to the limiting value

E′ log

∫
B
cosh(βz(ξ)) dγβ(ξ)− E′ log

∫
B
exp(βy(ξ)) dγβ(ξ)

where
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• B is the unit ball in ℓ2,

• z : sptγ −→ R is a random linear functional generalizing (2) and y :
sptγ −→ R is a random quadratic functional generalizing (3) (such z and
y are actually not too hard to construct via the general theory of Gaussian
Hilbert spaces), and

• and E′ denotes the expectation over the random measure γβ and over the
independent random functions z and y.

(This isn’t quite immediate, since one must prove that the sampling-convergence
γ′β,N −→ γβ is strong enough to imply the convergence of these integrals against
γ′β,N , but this can be done using more machinery from Gaussian processes: see
Theorem 1.3 in [Pan12].)

Thus, this expectation would give a formula for limN−→∞ FN (β) as the ex-
pectation of some random integral expression over the limiting Gibbs measures
γβ . This is still very complicated, but if one obtains a good enough description
of the limiting Gibbs measures, then that translates into a better description of this
expectation also. This is the route that eventually leads to the Parisi formula, stated
below.

8 The Parisi solution

Remarkably, the physicist Giorgio Parisi predicted the highly nontrivial solution to
the SK model (albeit in very different language) in the 1970’s.

In fact, we first need an important technical wrinkle. Observe that the Hamil-
tonians H(σ) defined in (1) are always invariant under the ‘spin-flip’ symmetry
(σi) 7→ (−σi). It turns out that this symmetry actually obscures some other struc-
ture of importance. One should first perturb the model slightly to break this sym-
metry, and then try to understand the resulting perturbed Gibbs measures. One
would expect that the unperturbed Gibbs measure is a convex combination of (pos-
sibly a continuous family of) pieces, each of which is a limit of the Gibbs measures
obtained under different perturbations, but this aspect of the picture is still unclear.
This situation would be very similar to how the symmetric Gibbs measures for the
low-temperature Ising model on Z2 should be understood as a convex combination
of two asymmetric Gibbs measures.

To make a suitable permutation, let Hpert : {−1, 1}N −→ R be a random
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function, independent from H , of the form

Hpert(σ) =
∑
p≥1

2−pxp
1

Np/2

∑
i1,...,i−p

gi1,...,ipσi1 · · ·σip (4)

for some choice of (xp)p≥1 ∈ [0, 1]N, and where all the coefficients gi1,...,ip are
independent standard Gaussians. Using this, form the combined Hamiltonian

Hcomb(σ) = H(σ) + sNHperm(σ)

for some sequence of coefficients sN .

Of course, the rather off-putting formula in (4) need not be seen as a natural
model in its own right3, but as a convenient choice of a very general function which
provides many extra parameters that we can tweak as needed. Note, for instance,
that the spin-flip symmetry is broken if there are nonzero terms for any odd p.

Now, the point is that, on the one hand, if the coefficient sN is small enough
then one can show that this perturbation has only a higher-order effect on the free
energy: to be precise,

sN = o(
√
N) =⇒ |F pert

N (β)− FN (β)| −→ 0 ∀β, x1, x2, . . . .

Therefore, if we can evaluate the asymptotic behaviour of F pert
N (β) as N −→ ∞

for such sN , this still answers the first main questions about the SK model. On
the other hand, it turns out that for a generic choice of the coefficients xp, all the
unwanted symmetry is broken, and the resulting Gibbs measures have a structure
that can be described completely.

Theorem 8.1 (The Parisi ansatz) For almost every (x1, x2, . . .) ∈ [0, 1]N the fol-
lowing hold:

• the random measures γβ,N sampling-converge to a limiting random measure
γ supported on the sphere {ξ ∈ ℓ2 : ∥ξ∥ = q∗(β)} for some non-random
q∗(β) ∈ [0, 1],

• (Talagrand’s positivity principle) if ξ1, ξ2 are drawn independently from γ,
then ξ1 · ξ2 ≥ 0 a.s.

• the exact support of γ is actually an ultrametric subset Y of the radius-q∗(β)
sphere,

3Although it has been studied as such; it is called the mixed p-spin model.
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• [the exact structure of Y and of the measure γ on Y follow a Ruelle proba-
bility cascade which optimizes a certain functional, called the ‘Parisi func-
tional’].

The last part of Theorem 8.1, contained in square-brackets, is the completion
of a precise description of γ which would take too long to explain here. Perhaps the
deepest and most surprising part of this result is that the random measure γ is sup-
ported on an ultrametric subset of ℓ2. This was known as the ‘Parisi ultrametricity
conjecture’, and was the last piece of the above theorem to fall into place: it was
proven very recently by Panchenko [Pan].

Importantly, when fed into the Aizenman-Sims-Starr scheme, this precise struc-
ture theorem gives a formula for the asymptotic behaviour of the free energy FN (β):

Corollary 8.2 (The Parisi formula, presented as in [ASS07]) As N −→ ∞, the
random quantities FN (β) converge in probability to the deterministic quantity

F (β) := inf
φ

P(φ, β),

where the infimum is taken over all right continuous non-decreasing functions
[0, 1] −→ [0, 1], where

P(φ, β) := ln(2) + f(0, 0;φ)− β2

2

∫ 1

0
qφ(q) dq,

and where f(q, y;φ) for (q, y) ∈ [0, 1]2 is the solution to the PDE

∂f

∂q
+

1

2

(∂2f

∂y2
+ φ(q)

(∂f
∂y

)2)
= 0

subject to the boundary condition

f(1, y;φ) ≡ ln(cosh(βy)).

This extraordinary conclusion was also contained among Parisi’s original pre-
dictions for this model. It can be derived relatively easily (modulo some lengthy
calculations) once one knows Theorem 8.1, but in fact it was first proved before
Theorem 8.1 in [Tal06]. That earlier proof of Talagrand is very subtle, and takes a
very different route from the steps below, so I have not discussed it here.

The Parisi formula looks horrendously complicated. What is important to
understand, however, is that neither the PDE not the variational problem over
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φ that are involved in it is not too difficult to approximate numerically in prac-
tice, and so this gives a relatively much ‘simpler’ way to approximately deter-
mine limN−→∞ FN (β), and hence also 1

N maxσ HN (σ), than working directly
with those random variables for some very large value of N . (On the other hand,
it is still largely open to understand rigorously how continuous is the functional
P(φ, β) in its argument φ.)
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